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A leading cause of progress in 
NLP in the last few years is 
self-supervised neural networks 
(SSNNs).



SSNNs learn from raw data 
using variations on 
language modeling, 
like next word prediction, 
or the cloze task.



SSNNs are very effective at many 
NLP tasks.

...But what can they tell us about 
the nature of language?



Science has long debated which 
aspects of human grammatical 
knowledge are innate, and which 
are learned.

e.g. Chomsky, Noam. "A review of BF Skinner's Verbal Behavior." Language 35.1 (1959): 26-58.



SSNNs provide a testbed for these 
debates, because they have few 
innate language-specific biases.



Today:
I’ll present evidence from 
three investigations using 
acceptability judgments and SSNNs 
showing that many aspects of 
grammar are learnable from raw data.



Outline:
1. CoLA: Supervised AJs
2. BLiMP: Unsupervised AJs
3. The learnability of structural bias



Prelude: 
Acceptability Judgments



Let’s start with an activity.



What did Betsy paint a picture of?

What was a picture of painted by Betsy?

✓

✗

Is this sentence OK?



Congrats! 

You just completed an 
acceptability judgment!



Acceptability judgments are a 
powerful and convenient tool for 
opening the black box that is 
what NNs “know”.



What’s the relation between 
acceptability judgments and 
grammar?



Noam Chomsky, 1957. Syntactic Structures.

The fundamental aim in the linguistic analysis of a 
language L is to separate the grammatical sequences 
which are the sentences of L from the ungrammatical 
sequences which are not sentences of L and to study 
the structure of the grammatical sequences.

Grammatical

Ungrammatical

Strings

L



One way to test the adequacy of a grammar proposed 
for [language] L is to determine whether or not the 
sequences that it generates are actually 
grammatical, i.e., acceptable to a native speaker.”

Noam Chomsky, 1957. Syntactic Structures.



Human grammatical knowledge

Using acceptability judgments, linguists have studied human grammatical 
knowledge extensively.

Some highlights:

● The line between grammatical and ungrammatical is complex and hard to characterize.
● All competent native speakers have strong intuitions about their native grammar.
● Grammatical knowledge is implicit.
● Grammatical knowledge is overwhelmingly shared by speakers of the same language.
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Linguistic Competence of NNs?

We can compare NNs to humans by recasting 
acceptability judgments as an NLP task.

An NN with knowledge of grammar should easily 
learn to make human-like acceptability judgments.

Is this sentence 
OK?



Part 1: CoLA 
The Corpus of Linguistic 
Acceptability



CoLA

● >10k sentences from the 
syntax/semantics literature.

● Expert boolean acceptability 
judgments.

● Broad domain of phenomena
● >20x larger than similar resources.



CoLA: Phenomena covered



CoLA Sample



Measuring Human Performance

*Nangia & Bowman (2019)



Results: Humans vs. NNs



CoLA Baselines

- GLoVe BOW
- LMs (Lau et al., 2016)

- 3-gram LM 
- LSTM LM 

- “ELMo-Style” LSTM

BNC training (100M tokens)



CoLA Baseline Results



The GLUE Benchmark

(Wang et al., 2018).

CoLA was included in the GLUE 
Benchmark.



The GLUE Benchmark
CoLA was included in the GLUE 
Benchmark.

Since GLUE, Transformers have 
revolutionized NLP.



New Results



Superhuman Results?
So is the acceptability 
task solved?



Not so fast...



Interlude:
Minimal Pair Evaluation



Evaluating on CoLA requires 
supervised training, which 
weakens conclusions somewhat.

How can we test unsupervised 
models on acceptability?



Enter: Minimal Pairs

A pair of two nearly identical sentences which differ in acceptability.

Betsy is eager to sleep.

Betsy is easy to sleep.

✓

✗



Why Minimal Pairs?

Some basic advantages:

● Minimal pairs zoom in on the boundary between grammatical and ungrammatical.
● They isolate a single phenomenon, while eliminating irrelevant information.

But mainly, unsupervised language models (LMs) can be tested!

If PLM(S
✓

) > PLM(S
✗

), then LM detects a contrast in acceptability.



Recently, there’s been an 
abundance of work testing LMs on 
minimal pairs.



Work Using Minimal Pairs
Phenomenon Relevant work

Anaphor/binding Marvin & Linzen (2018); Futrell et al. (2018); Warstadt et al. (2019b)

Subject-verb agreement Linzen et al. (2016); Futrell et al. (2018); Gulordava et al. (2019); Marvin & 
Linzen (2018); An et al. (2019); Warstadt et al. (2019b)

Negative polarity items Marvin & Linzen (2018); Futrell et al. (2018); Jumelet & Hupkes (2018); 
Wilcox et al. (2019); Warstadt et al. (2019a)

Filler-gap dependencies & 
islands

Wilcox et al. (2018); Warstadt et al. (2019b); Chowdhury & Zamparelli 
(2018, 2019); Chaves (to appear); Da Costa & Chaves (to appear)

Argument structure Kann et al. (2019); Warstadt et al. (2019b); Chowdhury & Zamparelli (2019)
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Things are getting a little 
complicated...



Things are getting a little 
complicated…

We need
1 dataset to rule them all.



Part 2: BLiMP 
The Benchmark of 
Linguistic Minimal Pairs



Enter: BLiMP

The most domain general dataset of targeted minimal pairs.

67 unique paradigms with 1000 minimal pairs each, organized into 12 categories.

Evaluation is simple: just compare LM probabilities on the good and bad sentences.

All minimal pairs in BLiMP:

(a) Are equal in length.
(b) Differ in at most 1 vocabulary item.
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Phenomenon N Acceptable example Unacceptable example

Anaphor agreement 2 Many girls insulted themselves. Many girls insulted herself.
Argument structure 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.
Binding 7 It’s himself who Robert attacked. It’s himself who attacked Robert.
Control/Raising 5 Kevin isn’t irritating to work with. Kevin isn’t bound to work with.
Determiner-N agr. 8 Rachelle had bought that chair. Rachelle had bought that chairs.
Ellipsis 2 Anne’s doctor cleans one important 

book and Stacey cleans a few. 
Anne’s doctor cleans one book and 
Stacey cleans a few important.

Filler-gap 7 Brett knew what many waiters find. Brett knew that many waiters find.
Irregular forms 2 Aaron broke the unicycle. Aaron broken the unicycle.
Island effects 8 Which bikes is John fixing? Which is John fixing bikes?
NPI licensing 7 The truck has clearly tipped over. The truck has ever tipped over.
Quantifiers 4 There was a cat annoying Alice. There was each cat annoying Alice.
Subject-Verb agr. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Data -- Coverage
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Data Generation
Data generation allows for large, syntactically 
controlled datasets.

We use a hand-crafted vocabulary of >3K items.

○ More comprehensive than similar resources.
○ >70 morphological, syntactic, and semantic 

features.
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Data -- Generation procedure
Sentences are generated according to simple templates

○ Lexical items with matching selectional features are randomly sampled
○ Some simple phrase structure rules are built in.
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Via Amazon Mechanical Turk, 20 English speaking annotators evaluate 5 pairs from each 
paradigm (6700 total judgments).

Forced choice task: annotators select the more acceptable sentence from a pair.

Inclusion criteria: Majority vote agreement with 4/5 pairs in the paradigm.

Majority vote human agreement with our annotations is 96.4% overall; individual human 
agreement is 88.6%.

Data -- Human validation
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Models
We evaluate three (mostly pretrained) LM types.

We choose models that represent the current and past SOTA:

1. N-gram (5-gram)
○ Feature window limited to four tokens of prior context.
○ Built on English Gigaword (3.07B tokens) using Ken-LM (Heafield et al., 2013)

2. LSTM
○ Unbounded feature window, but reads sentence sequentially.
○ Trained on English Wikipedia (83M tokens) by Gulordava et al. (2018) 

3. Transformer
○ Unbounded feature window, uses self-attention to read sequence simultaneously.
○ Transformer-XL: Trained on WikiText-103 (103M tokens) by Dai et al. (2019)
○ GPT-2: Trained on WebText (~8B tokens) by Radford et al. (2019)
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Results
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Overall Results



Phenomenon N Acceptable example Unacceptable example

Anaphor agreement 2 Many girls insulted themselves. Many girls insulted herself.
Argument structure 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.
Binding 7 It’s himself who Robert attacked. It’s himself who attacked Robert.
Control/Raising 5 Kevin isn’t irritating to work with. Kevin isn’t bound to work with.
Determiner-N agr. 8 Rachelle had bought that chair. Rachelle had bought that chairs.
Ellipsis 2 Anne’s doctor cleans one important 

book and Stacey cleans a few. 
Anne’s doctor cleans one book and 
Stacey cleans a few important.

Filler-gap 7 Brett knew what many waiters find. Brett knew that many waiters find.
Irregular forms 2 Aaron broke the unicycle. Aaron broken the unicycle.
Island effects 8 Which bikes is John fixing? Which is John fixing bikes?
NPI licensing 7 The truck has clearly tipped over. The truck has ever tipped over.
Quantifiers 4 There was a cat annoying Alice. There was each cat annoying Alice.
Subject-Verb agr. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Agreement Results
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Agreement Results

Agreement phenomena tend to show the highest performance across models.
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Phenomenon N Acceptable example Unacceptable example

Anaphor agreement 2 Many girls insulted themselves. Many girls insulted herself.
Argument structure 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.
Binding 7 It’s himself who Robert attacked. It’s himself who attacked Robert.
Control/Raising 5 Kevin isn’t irritating to work with. Kevin isn’t bound to work with.
Determiner-N agr. 8 Rachelle had bought that chair. Rachelle had bought that chairs.
Ellipsis 2 Anne’s doctor cleans one important 

book and Stacey cleans a few. 
Anne’s doctor cleans one book and 
Stacey cleans a few important.

Filler-gap 7 Brett knew what many waiters find. Brett knew that many waiters find.
Irregular forms 2 Aaron broke the unicycle. Aaron broken the unicycle.
Island effects 8 Which bikes is John fixing? Which is John fixing bikes?
NPI licensing 7 The truck has clearly tipped over. The truck has ever tipped over.
Quantifiers 4 There was a cat annoying Alice. There was each cat annoying Alice.
Subject-Verb agr. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Argument Structure Results
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Most models perform well below humans on argument structure.
Even GPT-2 is not much better than the n-gram LM.
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Argument Structure Results



Phenomenon N Acceptable example Unacceptable example

Anaphor agreement 2 Many girls insulted themselves. Many girls insulted herself.
Argument structure 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.
Binding 7 It’s himself who Robert attacked. It’s himself who attacked Robert.
Control/Raising 5 Kevin isn’t irritating to work with. Kevin isn’t bound to work with.
Determiner-N agr. 8 Rachelle had bought that chair. Rachelle had bought that chairs.
Ellipsis 2 Anne’s doctor cleans one important 

book and Stacey cleans a few. 
Anne’s doctor cleans one book and 
Stacey cleans a few important.

Filler-gap 7 Brett knew what many waiters find. Brett knew that many waiters find.
Irregular forms 2 Aaron broke the unicycle. Aaron broken the unicycle.
Island effects 8 Which bikes is John fixing? Which is John fixing bikes?
NPI licensing 7 The truck has clearly tipped over. The truck has ever tipped over.
Quantifiers 4 There was a cat annoying Alice. There was each cat annoying Alice.
Subject-Verb agr. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Filler-Gap Dependency Results
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Wh-phenomena are not hard in general.

But island effects are one of the hardest phenomenon for all neural models. 54

Filler-Gap Dependency Results



Phenomenon N Acceptable example Unacceptable example

Anaphor agreement 2 Many girls insulted themselves. Many girls insulted herself.
Argument structure 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.
Binding 7 It’s himself who Robert attacked. It’s himself who attacked Robert.
Control/Raising 5 Kevin isn’t irritating to work with. Kevin isn’t bound to work with.
Determiner-N agr. 8 Rachelle had bought that chair. Rachelle had bought that chairs.
Ellipsis 2 Anne’s doctor cleans one important 

book and Stacey cleans a few. 
Anne’s doctor cleans one book and 
Stacey cleans a few important.

Filler-gap 7 Brett knew what many waiters find. Brett knew that many waiters find.
Irregular forms 2 Aaron broke the unicycle. Aaron broken the unicycle.
Island effects 8 Which bikes is John fixing? Which is John fixing bikes?
NPI licensing 7 The truck has clearly tipped over. The truck has ever tipped over.
Quantifiers 4 There was a cat annoying Alice. There was each cat annoying Alice.
Subject-Verb agr. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Quantifiers and NPIs results
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Semantic restrictions on quantifiers and NPIs are challenging for most models.

Quantifier distributions are the hardest phenomenon for RoBERTa 56

Quantifiers and NPIs results



Follow-up: Training size

The models that we compare are trained on vastly different amounts of data.

Which phenomena are learnable from less input?

We test this by training RoBERTa from scratch on various amounts of data 
(forthcoming work), ranging from 1M-1B words. (see MiniBERTas blogpost)
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https://wp.nyu.edu/cilvr/2020/07/02/the-minibertas-testing-what-roberta-learns-with-varying-amounts-of-pretraining/


Overall, grammatical 
knowledge drastically 
increases with training data.

(Though see Hu et al., 2020 for evidence 
that model inductive bias is has a bigger 
impact than training data)
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Follow-up: Training size



Agreement phenomena 
have very steep learning 
curves, though some are 
acquired earlier than others.
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Follow-up: Training size



Wh-dependencies have 
very shallow and delayed 
learning learning curves.
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Follow-up: Training size



Summary

BLiMP is a large-scale domain general collection of minimal pairs for evaluating LMs.

Most NN-based LMs perform well on simple agreement phenomena.

Data-rich Transformer LMs like GPT-2 and RoBERTa perform best overall.

But there are still phenomena where they fall short of humans.



Interim Summary



SSNNs show an  impressive ability 
to distinguish between 
acceptable and unacceptable 
sentences on both supervised 
(CoLA) and unsupervised (BLiMP) 
evaluations.



This suggests that they have 
acquired significant grammatical 
knowledge from raw data.

i.e. knowledge of acceptability 
doesn’t require innate knowledge.



What other aspects of human 
linguistic knowledge might not 
need to be innate?



Part 3:
Acquiring Structural Bias



Structural bias language acquisition

Data in the learner’s environment are ambiguous 
between linear and structural generalization.

The man is sleeping. ⇒ Is the man __ sleeping?
Dogs can bark. ⇒ Can dogs __ bark?



Structural bias language acquisition

All native speakers acquire a structural rule.

The man who is tall is happy.       ⇒Structural Is the man who is tall __ 
happy?

The man who is tall is happy.       ⇒Linear     *Is the man who __ tall is 
happy?

   (Chomsky, 1971)





The Poverty of the Stimulus Argument

Humans always acquire a structural rule.

Raw data lacks crucial evidence* that distinguishes between the structural 
and linear rules.

Therefore, humans have an innate inductive bias towards structural rules.

*or the evidence is too sparse to affect learning (Legate & Yang, 2002)



SSNNs as a testbed

Untrained Transformers don’t have an innate bias towards structure.

So if pretrained SSNNs like BERT show evdience of a structural, they must 
have learned it from raw text.

This would mean that raw data does contain disambiguating evidence: if not 
direct counterexamples, then distributed evidence for the structural nature 
of grammar (Reali & Christiansent, 2005)



Methodology

Poverty of the stimulus method (Wilson, 2006).

A learner given impoverished data ambiguous 
between several generalizations will generalize 
according to which features it has an inductive bias 
towards.



An Example



McCoy & Linzen, 2018; McCoy et al., 2020

An LSTM autoencoder + tree-based models are trained on a 
synthetic language.

It’s further trained to transform a declarative into a polar question 
using data that is intentionally ambiguous between structural and 
linear generalizations.

Results: Only tree-based models make a structural generalizations. 
Models without innate structural bias make linear generalizations, or 
fail to generalize systematically.



Problems: 

Autoencoding is a weaker pretraining task than 
language modeling.

The synthetic language is too restricted to expect 
results to generalize to natural language.

Text generation is too unconstrained.



Current Approach

We test BERT because it uses a pretraining task that potentially 
teaches it rich linguistic features.

We adopt McCoy & Linzen’s data paradigm, and add 3 additional 
paradigms, for increased empirical scope.

We use an acceptability judgment task (or other binary 
classification) instead of sentence generation.



Paradigms

We use templates to generate datasets for three 
phenomena which follow structural rules:

- Subject-auxiliary inversion
- Reflexive binding (principle A)
- NPI licensing



Training & Testing

Each paradigm has training items which are 
ambiguous between structural and linear 
generalizations.

Test “generalization” items are held out during 
training, and disambiguate between the structural 
and linear generalizations. 



Paradigm 1: Polar Questions

Based on McCoy & Linzen (2018)



Paradigm 2: Reflexives



Paradigm 3: NPIs



Training

BERT sentence representation is the input to a classifier that outputs 
an acceptability score (0,1).

Both BERT and the classifier are trained on 10k training items.

Results are measured for 20 random restarts.



Measuring Results

We evaluate based on the proportion of minimal 
pairs classified correctly.

We throw out models that get <90% accuracy on 
the training items.



Plot shows the 
percentage of 
test item 
minimal pairs 
classified 
correctly by 
each of the 20 
random restarts.



Reflexive: A 
majority of 
models score 
>90% on this 
measure, with 
some >99%.



Polar Question: 
All models 
score >90%, 
and mostly 
generalize 
very 
systematically.



NPI: Most 
models score 
<10%.
6/20 generalize 
systematically.
Predictions 
shown in 
gray/white.



Overview

Models make the structural generalization in 2 out 
of 3 domains.

This is consistent with BERT having a bias for some 
structural features over linear features.



What about the NPI case?

BERT’s behavior was consistent with a linear hypothesis in the NPI 
paradigm. 

However, this is not totally unlike humans, who experience “NPI 
Illusion” effects (Xiang et al., 2009).

Prior work shows that current models struggle to learn structural 
rules about NPI licensing (Marvin & Linzen, 2018; Warstadt et al., 2019).



It is possible that BERT might 
adopt some other strategy that 
accidentally conforms to the 
structural hypothesis.



One possibility: BERT biases 
acceptability without actually 
encoding structural features. 



Followup: Generalization without Acceptability 
(Tense Classification)



The classifier’s 
behavior is consistent 
with the structural 
generalization, and 
cannot have used 
acceptability as a cue.

“Correct” = structural



Other explanations?

It’s still possible that there are surface cues that accidentally align 
with acceptability.



Other explanations?

It’s still possible that there are surface cues that accidentally align 
with acceptability.

E.g. Unacceptable sentences always have the sequence <REL, Vlex>.



Other explanations?

It’s still possible that there are surface cues that accidentally align 
with acceptability.

E.g. Unacceptable sentences always have the sequence <REL, Vlex>.

If these cues are equally likely to favor any generalization pattern, 
there is a <0.06 probability that we would observe behavior 
consistent with structural generalization in at least 3 out of 4 cases.



Conclusion



There is converging evidence that 
significant knowledge of grammar 
can be learned from raw data.



Neural networks with 
self-supervised pretraining can 
make acceptability judgments at 
or near human level in supervised 
and unsupervised settings.



Inductive biases that guide human 
language learning may also be 
acquired from raw data.



Limitation: BERT, RoBERTa, and 
GPT-2 don’t learn in the same 
environment as humans.



Challenge: Limited Resource 
Acceptability
Humans: 
● ~100M words by age 10.1 
● GROUNDING

BERT, GPT-2, and RoBERTa:
● 3B, 7B, or 30B words (estimates)
● NO grounding 1Hart & Risley (1992)



CoLA/BLiMP: Limited Resource SoTA



We need to study what SSNNs can 
learn in settings that more closely 
resemble human learning, so we 
can address key questions about 
how humans acquire language.



There are MANY more test cases 
and phenomena to explore. We’ve 
only scratched the surface of 
grammatical knowledge.



Resources

● CoLA Website: https://nyu-mll.github.io/CoLA/
● CoLA Paper: https://www.mitpressjournals.org/doi/pdf/10.1162/tacl_a_00290
● BLiMP Repository: https://github.com/alexwarstadt/blimp
● BLiMP Paper arXiv: https://arxiv.org/abs/1912.00582
● Data generation code: https://github.com/alexwarstadt/data_generation 
● Structural bias dataset: 

https://github.com/alexwarstadt/data_generation/tree/structural_bias_cogsci
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Thanks to Sam Bowman and all my wonderful co-authors and collaborators.
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and Wendy Schmidt (made by recommendation of the Schmidt Futures program), by Samsung Research (under the project Improving Deep Learning using Latent Structure), by 
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Get in touch if you have any questions or comments!

alexwarstadt@gmail.com / http://alexwarstadt.com
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